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Abstract— Large language models (LLMs) have shown sig-
nificant potential in guiding embodied agents to execute lan-
guage instructions across a range of tasks, including robotic
manipulation and navigation. However, existing methods are
primarily designed for static environments and do not leverage
the agent’s own experiences to refine its initial plans. Given that
real-world environments are inherently stochastic, initial plans
based solely on LLMs’ general knowledge may fail to achieve
their objectives, unlike in static scenarios. To address this limi-
tation, this study introduces the Experience-and-Emotion Map
(E2Map), which integrates not only LLM knowledge but also
the agent’s real-world experiences, drawing inspiration from
human emotional responses. The proposed methodology enables
one-shot behavior adjustments by updating the E2Map based
on the agent’s experiences. Our evaluation in stochastic naviga-
tion environments, including both simulations and real-world
scenarios, demonstrates that the proposed method significantly
enhances performance in stochastic environments compared to
existing LLM-based approaches. The code and supplementary
materials are available at https://e2map.github.io/.

I. INTRODUCTION

Large language models (LLMs), pre-trained on Internet-
scale data, have emerged as a promising method to encap-
sulate the world’s knowledge distilled in language. These
LLMs have demonstrated a variety of capabilities, including
interpreting and responding to natural language instructions,
performing logical reasoning, and generating code. Leverag-
ing these capabilities, many studies have explored applying
the generalizable knowledge of LLMs to embodied agents,
enabling them to interact physically in the real world.

To effectively utilize LLMs’ knowledge in enabling em-
bodied agents, it is crucial to ground this knowledge in the
real-world environments where the agents operate. Previous
studies have proposed methods to decompose language in-
structions into sequential subtasks, which are then executed
using predefined motion primitives [1]-[3]. Other research
has explored the use of LLMs’ code generation capabilities
to translate language instructions into executable code for
robots, which is then used in conjunction with various APIs
[4]-[6]. Additionally, some studies have focused on ground-
ing information from LLMs and vision-language models
(VLMs) in the spatial contexts where robots operate [7]-[9].
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Fig. 1.  E2Map is a spatial map that captures the agent’s emotional
responses to its experiences. Our method enables one-shot behavior ad-
justments in stochastic environments by updating the E2Map through the
diverse capabilities of LLMs and LMMs. Since VLM can refer to both the
Vision-Language Model and Visual Language Map, we will preferably use
LMM for the former and VLMap for the latter.

For instance, [7] proposed a method for planning by repre-
senting language instructions as spatial costs and affordances
using LLMs’ code-writing capabilities. Furthermore, [8] and
[9] introduced methodologies for robot navigation that use
maps that allow spatial information queries by language.

While these methodologies have successfully demon-
strated the use of LLMs with embodied agents, they pri-
marily address static environments and fail to incorporate
the agent’s own experiences. Given that the real world is
inherently stochastic and subject to various uncertainties,
initial plans based solely on the general knowledge of LLMs
may fall short of achieving their objectives. For example, a
robot navigating indoors might unexpectedly collide with a
person stepping out from a suddenly opened door, potentially
causing it to fall. In such cases, the robot may fail to complete
its mission using its initial plan. To increase the success rate
in similar future scenarios, it is essential to incorporate these
experiences and adjust the robot’s behavior to maintain a safe
distance when encountering doors. In summary, to achieve
objectives in stochastic environments, the robot must refine
its plan based on experience.

Humans experience emotions in response to stimuli, which
influence specific behaviors toward certain objects or situa-
tions. According to [10] and [11], emotions play a crucial
role in maintaining homeostasis by guiding humans to avoid
previously encountered dangers, thus supporting survival.
Furthermore, recent research [12] demonstrates that humans
integrate emotional experiences into spatial representations
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for navigation. By using emotions as spatial boundaries to
maintain homeostasis, humans can prefer or avoid specific
locations based on their experiences during navigation.

Inspired by human emotional mechanisms, this study

proposes a language-based robot system that utilizes the
capabilities of LLMs and large multi-modal models (LMMs)
to enable an embodied agent to autonomously adjust its
behavior in a one-shot manner. The core component is the
Experience-and-Emotion Map (E2Map), which serves as a
spatial map that grounds both the general knowledge of
LLMs and the agent’s emotional responses to experiences.
When the agent interacts with a particular object or space,
it quantifies its emotional response and integrates this infor-
mation into the E2Map, as shown in Fig. 1. The agent’s
planning and control module then uses the E2Map as a
cost function to guide its actions, allowing for behavior
refinement through E2Map updates. The contributions are
summarized as follows:

« Inspired by human emotional mechanisms, we propose
E2Map, a spatial representation that integrates both the
general knowledge of LLMs and the agent’s emotional
responses to its experiences to facilitate planning.

o We propose a robot system that leverages the E2Map
and various LLM capabilities—including code gener-
ation, event description, and emotion evaluation—to
enable the agent to autonomously adjust its behavior
in a one-shot manner based on its experiences.

o We verified that the proposed methodology can au-
tonomously adjust behavior by incorporating its ex-
periences in navigation environments with changing
conditions and dynamic objects, demonstrating superior
performance over existing LLM-based approaches.

II. RELATED WORKS
A. LLM-based Robotics

Research on using language instructions to control robots
has advanced significantly with the development of LLMs.
Numerous studies [1]-[7], [13]-[17] have aimed to leverage
the general knowledge embedded in LLMs and the benefits
of few-shot prompting, which eliminates the need for addi-
tional training. [1]-[3] proposed a method that uses LLMs
to decompose a given language instruction into a sequence
of subtasks and employs predefined motion primitives to
execute each subtask. [4]-[6] utilized LLMs’ capability
of code generation to transform language instructions into
executable code for robots, using various APIs to carry out
tasks. [7] proposed utilizing LLMs to construct affordances
and constraints within a 3D voxel map and employing model
predictive control (MPC) to compute actions, eliminating the
need for predefined motion primitives.

While these approaches have shown notable success in
language-based robotics, they primarily focus on static envi-
ronments and overlook the integration of the robot’s experi-
ences. [17] demonstrated that it is possible to refine a robot’s
behavior through additional human language instructions, but
this refinement does not stem from the robot’s own expe-
riences. In contrast, the proposed methodology addresses

TABLE I

COMPARISON OF EXISTING AND PROPOSED METHODS.

Spatial Behavior

Methods LLM-Based Grounding  Adjustment Self-Reflection
[1]-[6], [18] v
[71-19] v v
[17] v v
Ours v v v v

behavior refinement in stochastic environments by grounding
the robot’s emotional responses to its own experiences.

B. Visual-Language Navigation

To demonstrate the ability to achieve one-shot behavior
adjustment in stochastic environments, we evaluated the
proposed methodology in a mobile robot indoor navigation
scenario. Navigation environments involve dynamic objects
such as people, which can cause unexpected events, e.g., a
person suddenly stepping out of the door.

Visual-language navigation (VLN), which uses a robot’s
visual input to execute given language instructions, has been
extensively researched to date. Early research used methods
to map language instructions and visual input to discrete
[19], [20], or continuous actions [21], [22]. However, these
methods are data-intensive, which raises concerns about
the cost of data collection. To address these problems,
research has emerged that uses foundation models [8], [9],
[18], [23]. [23] proposed a topological graph-based naviga-
tion approach using three different foundation models. [18]
demonstrated object navigation using open-vocabulary object
detector based on CLIP [24] and exploration techniques. [8]
proposed creating a prebuilt spatial map that stores visual-
language features of objects, while [9] suggested generat-
ing maps by storing pixel-level visual-language features of
spaces. By grounding language instructions into these maps,
both approaches demonstrated their effectiveness in enabling
spatial open-vocabulary navigation tasks. However, these
approaches are limited to static environments and do not
account for the refinement of navigation plans based on the
agent’s real-time experiences. Table I presents a comparison
between the proposed method and existing methods.

C. Learning from Experience

Methods for optimizing robot behavior based on past
experiences have been widely explored in reinforcement
learning [25]. Reinforcement learning quantifies rewards
from experiences and trains models to maximize these re-
wards. Similarly, in imitation learning, several studies have
proposed acquiring additional expert data when the agent
experiences a situation it cannot solve on its own during
operation [26], [27]. However, these approaches require
extensive interactions with the environment or additional
data acquisition for learning, making immediate behavior
corrections impractical. In contrast, the proposed method
leverages LLM prompting, avoiding parameter updates, and
grounds the agent’s experiences in E2Map for immediate
behavior corrections in a one-shot manner.
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Fig. 2. System Overview: (a) E2Map is created by embedding visual-language features and emotion parameters into corresponding grid cells. (b) When
a user provides a language instruction, the goal selector generates code through goal selection APIs to decide goals to reach. (c) The planning algorithm
then uses emotion as a cost to generate the optimal path to the goal. (d) If the agent encounters unexpected events during navigation, the E2Map is updated
through the sequential operation of the event descriptor and emotion evaluator. Following the update, the planning algorithm replans the path to adjust the

agent’s behavior in a one-shot manner.

III. METHOD
A. Building and Initializing E2Map

E2Map is a spatial grid map that captures both the
visual-language features of the environment and the agent’s
emotional responses to its experiences. In this paper, we
define emotion as the spatial extent reflecting how the agent
perceives the space to maintain homeostasis, inspired by
[10]. We ground emotion within the spatial map by modeling
it as a weighted summation of Gaussian distribution.

E2Map is mathematically defined as M €
RHXWx(Crang+Cemo)  where H and W represent the
size of the top-down grid map, Cjuyg denotes the dimension
of the visual-language features for each grid cell, and Cy,,,
indicates the number of parameters for emotion. Each grid
cell represents s meters of actual space, so the size of the
space represented by E2Map is sH x sW meters. The
proposed methodology first builds M, € R¥*W>*Cians
by embedding visual-language features of RGB images of
the environment into a corresponding grid cell. Similar to
[9], we used LSeg [28] as the pre-trained VLM to encode
RGB images and determine the position of each pixel in
the grid map using depth images and camera poses.

To embed the emotion for each grid cell, we first define a
multivariate Gaussian distribution N (x | pp,, Xp,) for each
occupied grid cell p; = [z, y]T, where x € RT>W =
[2,y]T and X, = [02,0;0,0;]. The covariance matrix is
initialized as an identity matrix scaled by a coefficient. In the
remainder of the paper, we use the terms N (- | pp,, Xp,)
and Ny, (+) interchangeably to denote the same distribution.
Finally, the emotion is calculated as the weighted summation
of multivariate Gaussian distributions, as follows:

E(X) = Z wpini (X)7 (1)
p: €O

where O is the set of occupied grid cells, and wp, is the

weight parameter. Note that, to reduce computation time for
calculating the emotion at the grid cell, we only consider
Gaussian distributions whose value at the grid cell exceeds a
specified threshold. The weight parameter wp, is initialized
based on the number of these valid Gaussian distributions:

wp ¥pi € 0. 2)

C N
We initialize the weight as the reciprocal of the number of
valid Gaussian distributions Nl”;fl to ensure that the emotion
at the grid cell is not disproportionately influenced by the
number of these distributions. The covariance matrix and the
weight parameter constitute the emotion parameters ©5™° =
{Xp,, wp, } for each occupied grid cell. These parameters
are stored in M along with the visual-language feature and
updated based on the agent’s experiences.

B. Reflecting Emotion and Updating E2Map

The proposed methodology leverages the capabilities of
LLM and LMM to update the E2Map based on the agent’s
navigation experiences. First, when the agent encounters an
event, the event descriptor, an LMM, generates a language
description that explains the image sequence of the situation.
To narrow the scope of the problem, we assume that the
agent’s events are indicated through a simulator or sensor
information, rather than relying on a separate event detection
algorithm. Then, an emotion evaluator, an LLM, assesses the
agent’s emotional response to the experience. The emotion
evaluator takes the language description of the situation as
input and evaluates the emotion as a score based on two
criteria. Finally, E2Map is updated considering the emotion
score and the grid cells’ location to update. The proposed
methodology uses GPT-40 [29] for the event descriptor
and Llama3 [30] for the emotion evaluator. A detailed
explanation of each process is provided below.
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Fig. 3. An example of a few-shot prompt for the emotion evaluator:
The sentences highlighted in gray provide instructions to inform the LLM
about the task. The sentence highlighted in green serves as an event
description, while the sentences highlighted in blue demonstrate how to
evaluate emotion. The full prompts for the event descriptor and emotion
evaluator are provided in the supplementary material.

1) Event descriptor: The event descriptor generates a
language description that explains the sequence of images
of the agent’s experience. To enable the LMM to describe
the situation, we input three images to the model: the
image captured before the event I;_,_p, the image at the
time of event I;_ ,, and the image after the event I;_ ,4p,
where t¢,; is the timestep when the event occurred and h
is the hyperparameter. The LMM is then prompted with
these images to generate a description of the event. To
enable the LMM to provide a detailed description of the
situation, we employ step-by-step reasoning, known for its
strong performance in zero-shot prompting [31]. Specifically,
instead of merely requesting a single description for the three
images, we prompt the LMM by first indicating that the
images represent sequential scenes of an event, requesting it
to describe each scene individually and then combine them
into a comprehensive explanation of the entire situation.

levt = ]:ed(ltevt—h) Itevt 9 Itevt-‘rhaped)a (3)

where [, is the description of the event, F.q is the event
descriptor, and p.4 is the prompt of the event descriptor.

2) Emotion evaluator: The emotion evaluator assesses the
agent’s emotional response based on the language description
of the situation generated by the event descriptor. To enable
the LLM to evaluate the emotions related to the situation, we
utilize few-shot prompting. An example of manually created
few-shot prompts is shown in Fig. 3. We defined two criteria
for evaluating emotions: upsetness, which represents the
impact the agent feels in the given situation, and guiltiness,
which represents the impact on the environment caused
by the agent’s actions. Our criteria are inspired by human
emotions that drive avoidance and reparative behavior [32]—
[34]. We employed few-shot prompting to instruct the LLM
to provide scores out of three for each criterion and to explain
the reasons behind these scores. The final emotion score is
computed by adding the two scores.

Semo = ]:ee(le’utapee)a 4

where S¢,,, 1S the emotion score, F.. is the emotion evalu-
ator, and p.. is the few-shot prompt of emotion evaluator.
Note that, although this study addressed negative emotions
such as upsetness and guiltiness, demonstrations of the emo-
tion evaluator for assessing positive emotions are provided
in the supplementary material.

To update the E2Map, we first identify the locations of
the n grid cells, denoted as pPypdate, associated with the
object or space involved in the event, taking into account
the agent’s pose at the time of the event. Next, we calculate
the unit direction vector Vv = (v,,v,) representing the
agent’s orientation at the time of the event. This vector
is used to adjust the emotion parameters of each relevant
grid cell based on the emotion score. We then update the
standard deviation of each diagonal element in the covariance
matrix by incorporating both the emotion score and the
corresponding component of the direction vector. Our update
rule is inspired by the Weber—Fechner law [35], which states
that the intensity of a sensation increases as the logarithm of
the stimulus. The standard deviation is updated as follows:

op = oy log (Se;o) » where k € {z,y}, (5

(-)™* refers to the updated value or function, and 7 is the
temperature parameter.

By updating the covariance matrix, the multivariate Gaus-
sian distribution expands, which means the emotional re-
sponse to the event affects a broader spatial area. However,
since a multivariate Gaussian distribution is a probability
density function that integrates to one over all regions,
increasing the covariance reduces the value of the distribution
at the grid cell’s location. This results in a smaller emotion
value at the grid cell according to Eq. (1). To ensure that
the emotion at the grid cell is maintained even after the
covariance update, we propose a simple method for updating
the weight parameter wp, as follows:

Npi (p7)

wp = wp, ———————. (6)
Pi p l;ziew (pz)
By updating the emotion parameters according to Eq. (5) and
Eq. (6), we can expand the spatial extent of the emotion’s
influence by recalculating Eq. (1), while preserving the
magnitude of the emotion within the given grid cell.

C. Navigating with E2Map

In this section, we explain how the proposed system
works using E2Map. The overall algorithm is presented in
Algorithm 1. When a language instruction [;,,s; is received
from the user, the goal selector converts this instruction into
code that utilizes the goal selection APIs to determine the
goal locations (line 1), as shown in Fig. 2-(b). The goal
selection API returns the location of the grid cell that the
robot needs to visit, considering the object mentioned in the
language instruction and the spatial information related to
that object. A detailed explanation of the goal selector is
provided in the supplementary material.

Once the goal is determined, the agent can use any cost-
based off-the-shelf navigation system to move towards the
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Algorithm 1 Navigation with E2Map in the real world.

1: goal_list = GoalSelector(l;,s;)

2! Pagent = Localization(Py)

3: for goal in goal_list do

4 7 = Planning(pagent, goal, M)
5: while not arrived(goal) do

6 as = MPPI(pagent, T)

7 agent.run(a;)

8 Pagent = Localization(P;)
9 if event occurs then

10: levt = FeaItooi—ns Lteris Lteniths Ded)
11: Semo = ]:ee(levhpee)

12: Pupdate = getfupdate*pose(pagent)

13: M.update(Semo, Pupdate)

14: 7 = Planning(pggent, goal, M)

15: end if

16: t=t+1

17: end while

18: end for

(a) Gazebo environment

Fig. 4. We evaluated our method in the ROS Gazebo simulator. (a) We
scanned the real-world setup using a 3D scanner and transferred the 3D
model to the Gazebo simulator. (b) The initial E2Map for the environment.

(b) E2Map

goal. We use the D* algorithm [36] for path planning, MPPI
[37] for control, and 3D LiDAR-based localization [38] for
pose estimation. The agent’s initial pose is estimated using
LiDAR point cloud Py (line 2), and D* algorithm generates
a minimum-cost path 7 to the destination, using the emotion
computed by Eq. (1) as a cost (line 4). The MPPI algorithm
then calculates the control values a; to follow this path,
based on the agent’s current position pggen; (line 6). During
the agent’s movement, a localization algorithm estimates the
agent’s position in real time (line 8).

If the agent encounters an event during navigation, the
E2Map is updated (line 10-13), as described in Section
III-B. When the navigation cost (emotion) changes, the D*
algorithm recalculates a new minimum-cost path (line 14).
This allows the agent to adjust its behavior in a one-shot
manner based on a single experience.

Our method with E2Map appears similar to a potential
field [39], where negative emotions act like repulsive forces
and the goal functions as an attractive force. However, to
circumvent the local minima problem inherent in potential
fields, we employed a separate planner to determine the path
toward the goal, instead of using the goal as the attractive
force within the potential field.

(b) human-wall

Three experimental scenarios.

(a) danger sign (¢) dynamic door

Fig. 5.

(a) Before the event

(b) After the event

Fig. 6. Update of the E2Map and behavior adjustment after an event: The
spatial extent of the wall’s emotional influence expands following incidents,
such as a collision with a person stepping out from behind the wall. After
the E2Map is updated, the robot adjusts its behavior to maintain a safe
distance from the wall, preventing future collisions with humans.

IV. EXPERIMENTS

A. Experimental Setup

We conducted experiments in both simulated and real-
world environments. Using the ROS Gazebo simulator [40],
we created a simulated environment that mirrored the real-
world setup used for evaluation, as shown in Fig. 4. In
the simulated environment, we designed three scenarios to
assess our method (Fig. 5). First, after building the initial
E2Map, we introduced a new static obstacle, such as a danger
sign (danger sign), to evaluate the method’s ability to adapt
to environmental changes. Second, we positioned a human
figure behind a wall and had a human step out unexpect-
edly (human-wall). Third, we added a door that opened
unexpectedly as the robot approached (dynamic door). The
human-wall and dynamic door scenarios were designed to
test whether our method could adjust behavior based on
experiences with dynamic events.

For quantitative analysis, we compared our method
against baselines with state-of-the-art performance in open-
vocabulary object navigation [9], [23]. Our method and
the baselines received identical language instructions and
navigated accordingly, with success rates calculated for per-
formance evaluation. Details about the baseline methods are
provided in the supplementary material. After evaluation in
the simulated environment, we demonstrated the scalability
and applicability of our method in real-world scenarios.
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TABLE I
QUANTITATIVE RESULTS IN SIMULATED ENVIRONMENT.

Methods ‘ static ‘ danger sign  human-wall  dynamic door
LM-Nav [23] 5/10 1/10 0/10 1/10
VLMaps [9] 10/10 0/10 0/10 0/10
E2Map (ours) | 10/10 9/10 9/10 9/10

B. Experiments in Simulated Environment

In the simulated environment, we provided ten different
language instructions for both our method and the baselines
for each of the three scenarios and calculated the success rate.
For each episode, the robot started from the same position,
and the language instructions referred to a maximum of four
objects. Full language instructions are provided in the supple-
mentary material. Success was defined as the robot reaching
all goals in order without collisions, with a goal considered
reached if the robot was within a specified distance from it.
The episode was reset if a collision occurred or the agent
reached the goal. Table. II showed the results.

We first evaluated our method and the baselines in a static
environment, without environmental changes or dynamic
events, to assess their baseline performance using language
instructions from the danger sign scenario. As shown in
the table, both our method and VLMaps succeeded in all
ten attempts, while LM-Nav succeeded only five times.
The challenges LM-Nav faces in multi-goal navigation were
previously noted in [9]. In scenarios involving environmen-
tal changes and dynamic events, our method outperforms
baselines in all three scenarios, as shown in the table. We
found that the baselines repeatedly collided with the danger
sign, human figure, and dynamic door, despite having previ-
ously encountered similar situations. In some cases, LM-Nav
succeeded in the danger sign and dynamic door scenarios
because its topological graph-based goal selection algorithm
occasionally chose goal positions where the robot avoided
encountering the danger sign and the door. In contrast, in
the danger sign scenario, while our method initially collided
with the danger sign, it avoided it in subsequent encounters
by updating the E2Map. Similarly, in the human-wall and
dynamic door scenarios, after experiencing collisions with
the human figure and dynamic door, our method adapted
its behavior to maintain a safe distance from both the wall
and the door when passing by them. The qualitative result
of our method in human-wall scenario is provided in Fig.
6. The results demonstrated that our method can adjust the
agent’s behavior in a one-shot manner, leading to a higher
success rate in scenarios with environmental changes and
dynamic events. Examples of qualitative results from the
event descriptor and emotion evaluator for each scenario are
provided in the supplementary material.

C. Experiments in Real World

To evaluate the scalability and applicability of our method
in real-world settings, we first set up a real-world envi-
ronment by placing objects such as a sofa, chair, table,
refrigerator, and microwave in the conference room at Seoul
National University, as shown in Fig. 7. We used the same

Fig. 7. Real-world setup for the experiments.
TABLE III
QUANTITATIVE RESULTS IN REAL-WORLD ENVIRONMENT.
Methods l static l danger sign

E2Map (ours) | 10/10 | 9/10 9/10

human-wall

language instructions as in the simulation and incorporated
real humans and danger signs to replicate the danger sign
and human-wall scenarios from the simulation. We excluded
the dynamic door scenario to prevent possible damage to
the robot and the conference room door from collisions. As
shown in Table III, our method demonstrated performance
similar to that in the simulated environment, indicating its
potential for real-world applications.

V. CONCLUSION

In this paper, we proposed E2Map, a spatial map that
captures the agent’s emotional responses to its experiences,
inspired by human emotional mechanisms. By updating
E2Map using various LLM capabilities, the agent can adjust
its behavior in a one-shot manner after encountering spe-
cific events. Experiments in both simulated and real-world
environments demonstrated that our method significantly
improves navigation performance in stochastic scenarios.
However, there are several promising directions for future
work. Our method relies on simulator or sensor information
to trigger E2Map updates. Integrating anomaly detection
algorithms to autonomously identify such events would be
a valuable enhancement. Furthermore, although we demon-
strated that our method can also address positive emotions,
our experiments primarily involved scenarios with negative
emotions. Future work could explore the extension of the
methodology to tasks involving positive emotions to provide
a more comprehensive evaluation of its applicability. We be-
lieve that our work contributes to advancing the development
of strong autonomy in robotics.
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